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Abstract. We propose a hierarchical physics-based planning algorithm.
The key idea is to use a computationally cheap coarse physics model to
get a rough initial plan, then refine the plan sequentially with finer and
more expensive physics models. A plan generated with a coarse model
may not be feasible when checked with a fine physics model. However,
it may yet contain part of a feasible solution. We propose an informed
hierarchical planner that identifies such a feasible part of the solution
and defines a new planning problem at the next hierarchical planning
stage. To generate a hierarchy of physics models increasing in accuracy
and computational cost, we propose a coarse physics model for grasping
in clutter and use it in a parallel-in-time integration framework. We find
through experiments in simulation and on a real robot that the informed
hierarchical planner in comparison with a standard planner is one order
of magnitude faster and is significantly more successful in finding feasible
manipulation plans given a time limit. Real robot videos can be found
in https://youtu.be/X7jcUBiURXg.
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1 Introduction

We propose a hierarchical physics-based manipulation planning algorithm. Our
goal is to significantly reduce planning times for physics-based manipulation.
Consider the scene in Fig. 1, where the robot’s task is to reach for the green tar-
get object without pushing other objects off the table. The informed hierarchical
physics-based planner generates a feasible plan in 9 seconds, while a standard
planner takes 82 seconds. The key idea of our hierarchical physics-based plan-
ner is to use a computationally cheap coarse physics model to get a rough initial
plan, then refine the plan sequentially with finer and more expensive physics
models. A plan generated with a coarse model may not be feasible when checked
with the fine physics model for the task. However, it may yet contain part of
a feasible solution. We propose an informed hierarchical planner that identifies
such a feasible part of the solution and defines a new planning problem at the
next hierarchical planning stage. In this way, the informed hierarchical plan-
ner generates plans for different portions of a trajectory using different physics
models.

https://youtu.be/X7jcUBiURXg
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Standard Planner: 82 seconds planning time

Informed Hierarchical Planner: 9 seconds planning time

Fig. 1: Planning in a real-world cluttered scene of 16 objects. The informed hier-
archical planner find a feasible solution in 9 seconds, while a standard planner
spends 82 seconds.

Hierarchical motion planning has been a major topic of research interest
[19, 7, 15, 23]. However, the focus has mainly been on motion planning in con-
figuration spaces with a few exceptions that focus on planning a long sequence
of prehensile and/or non-prehensile actions [16, 6, 25]. For example, Lee et al.
[16] propose a hierarchical planner for multi-contact manipulation where they
subdivide the planning problem into three different stages of object contacts,
object poses and robot contacts, thereby reducing the explored search space. We
take a different approach and focus on building a hierarchy of physics models.

There has been significant recent interest in using different physics models
for manipulation. With the advance of deep-learning, there has been multiple
attempts at learning approximate “intuitive” physics models which are then used
for manipulation planning [4, 12, 11, 22, 17, 9, 5]. McConachie et al. [18] focus
on learning when to trust a physics model. Agboh et al. [3] use a particular pre-
specified physics model to solve a trajectory optimization problem for grasping in
clutter. Similar to [3], we propose a coarse physics model for grasping in clutter
and use it in a parallel-in-time integration framework to generate a hierarchy of
physics models. In this work, our aim is to explore such a hierarchy of physics
models to significantly reduce planning times.

We focus on reducing planning times for physics-based manipulation prob-
lems. Specifically, we consider the problem of reaching for a target object in a
cluttered environment and show that the informed hierarchical planner in com-
parison with a standard planner based on trajectory optimization is one order
of magnitude faster and is significantly more successful in finding feasible ma-
nipulation plans given a time limit
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2 Related Work

There is a significant body of work in hierarchical motion planning where the
goal is to reduce planning time. Typically this is achieved through simplifications
of the underlying planning problem. There are many ways to do this. Ferbach
and Barraquand [10] proposed the method of progressive constraints. It solves a
sequence of progressively constrained problems whose solutions converge to that
of the original problem. Bayazit et al. [7] proposed iterative relaxation of feasi-
bility constraints to efficiently solve difficult motion planning problems (e.g the
narrow passage problem). More recently, Orthey and Toussaint [19] introduced
rapidly exploring quotient space trees that performs sequential simplifications
to reduce planning time. These works focus on motion planning in configuration
spaces where the complexity of the problem scales with the robot’s degree of
freedom.

During physics-based manipulation planning, the major computational bot-
tleneck is expensive physics simulations. Prior work has proposed new algorithms
to address this problem. Doshi et al. [8] introduced a hybrid differential dynamic
programming algorithm to handle frictional contact switches in planar manip-
ulation. Papallas and Dogar [21] proposed to use a human-in-the-loop, Agboh
and Dogar [1] introduced a stochastic trajectory optimization algorithm that ex-
ploits parallel computing, Hasan et al. [13] propose to learn manipulation plans
from human demonstrations in virtual reality using qualitative spatial represen-
tations.

Other recent research have proposed to reduce planning times through faster
physics simulations. Hoerger et al. [14] generate a spectrum of physics models
by changing the physics simulation step size and then use it in an algorithm that
combines Monte-Carlo tree search with multi-level Monte-Carlo methods to re-
duce planning times in POMDPS. Large physics simulation step sizes can quickly
lead to unstable behaviour. To address this, Pan and Manocha [20] proposed an
integrator for articulated body dynamics by using only position variables to for-
mulate the dynamic equation. More recently, Agboh et al. [3] propose to combine
coarse and fine physics models in a parallel-in-time integration scheme to gener-
ate a spectrum of physics models. Then, they pick a pre-specified physics model
for a manipulation task and use it during planning. In this work, we plan with
a hierarchy of physics models to significantly reduce planning times.

3 Problem Formulation

We consider the problem of grasping in clutter – a robot must retrieve a target
object amongst other movable objects in a cluttered environment. To do this,
the robot needs to plan a sequence of non-prehensile actions.

A cluttered scene contains D dynamic objects, qin refers to the full pose
of each dynamic object at time n, for i “ 1, . . . , D. The robot’s configura-
tion is defined by a vector of joint values qRn . The system’s state is xn. It
includes the configuration and velocity of the robot and all dynamic objects;
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xn “ rq
R
n ,q

1
n, . . . ,q

D
n , 9qRn , 9q1

n, . . . , 9qDn s. Control inputs are velocities: un “ 9qRn ,
applied to the robot’s joints. We then define the discrete time dynamics of our
system as:

xn`1 “ Cf pxn,un, ∆tq (1)

where Cf is a deterministic function that describes the evolution of state xn
after applying action un for a time duration of ∆t. We assume a flat working
surface and an initial state of the system x0.

Our goal is to generate a sequence of actions for the robot to reach the desired
final goal configuration of the environment without dropping objects off the edge
of our working surface. We take a trajectory optimization approach to planning
and express this goal in an objective J :

JpX,Uq “
N´1
ÿ

n“0

Lnpxn,xn`1,un,un`1q ` wNLN pxN q (2)

U “ ru0,u1, . . . ,uN´1s is a control sequence with N actions. Similarly, X is a
sequence of corresponding states. Ln is the running cost at timestep n, wN is a
constant weight and LN is the final cost function. In addition we define a cost
sequence as L “ rL0, L1, . . . , LN´1, LN s. It contains the running costs at each
timestep up to N ´ 1 and the final state cost at N .

Then, trajectory optimization finds an optimal control sequence U˚:

U˚ “ arg min
U

JpX,Uq, s.t xn`1 “ Cf pxn,un, ∆tq, x0 is fixed. (3)

that minimizes J subject to the state transition constraint, for a planning horizon
N starting from a fixed initial state x0 with an initial candidate control sequence
U.

Trajectory optimization returns a locally optimal solution. However, a feasible
solution Û suffices in practice. We define it as a solution where the objective
function is below a positive constant threshold τ :

Û :“ U | JpX,Uq ď τ (4)

Predicting next states with a physics model is the most computationally
expensive part of solving the optimization problem in Eq. 3. This typically leads
to long planning times – in the order of minutes.

4 Hierarchical Physics-Based Planning

Agboh et al. [3] use a particular pre-specified physics model to solve the opti-
mization problem, whereas in this paper we propose an algorithm that navigates
the spectrum of physics models to generate a solution.

Instead of using a single computationally expensive physics model Cf for
trajectory optimization, we propose to use a hierarchy of physics models.
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Algorithm 1: Hierarchical Physics-Based Planning

Input : x0: Initial state
Output : Û: Feasible control sequence
Parameters : f : Number of physics models in a hierarchy

N : Number of actions in a control sequence
1 UÐ GetInitialCandidateControls px0, Nq
2 tC0, C1, . . . , Cfu Ð GeneratePhysicsModels()
3 iÐ 0, feasibleÐ False
4 while not feasible and i ď f do
5 U˚

ÐTrajectoryOptimizationpx0,U, Ciq

6 X˚,L˚, feasibleÐIsFeasiblepx0,U
˚, Cf q Ź Check feasibility with Cf

7 iÐ i` 1

8 return ÛÐ U˚

We begin by defining such a hierarchy of f physics models as: tC0, C1, . . . , Cfu,
increasing in physics accuracy where C0 is the least accurate (and cheapest to
compute) and Cf is the most accurate (and most expensive to compute).

The idea is to first plan with a cheap coarse physics model, then refine the
plan sequentially with finer and more computationally expensive physics models.

Mathematically, we express this as a hierarchy of optimization problems:

Ui “ arg min
U

JpX,Uq, s.t xn`1 “ Cipxn,unq, x0 is fixed. (5)

where i P t0, 1, . . . , fu. The key is to use the solution Ui at stage i found with
physics model Ci, to initialize the optimization problem at stage i ` 1 with
physics model Ci`1, to find an improved solution Ui`1.

A solution Ui found using physics model Ci may not be a feasible solution for
the original problem i.e using physics model Cf . Therefore, at the end of each
hierarchical optimization stage, we check the feasibility of the found solution.
This is an expensive feasibility check as it requires a trajectory roll-out starting
from the initial state with the fine physics model Cf .

The algorithm is presented in Alg. 1. We begin by generating an initial can-
didate control sequence on line 1, given the initial state and number of actions.
It is usually a straight line motion from the robot’s initial pose to a final goal
pose (typically infeasible due to collisions/movable objects in the way).

Thereafter, on line 2 we generate a hierarchy of physics models. Details of our
approach to doing this is provided in Sec. 6. On lines 4-8, we solve the trajectory
optimization problem defined in Eq. 7 until a feasible solution is found or a
maximum number of iterations is reached. Details of the trajectory optimizer
can be found in Sec. 7.

The hierarchical planner fails if on getting to the fine physics model stage
i.e planning with Cf , it didn’t find a solution either due to a local minima or a
maximum number of iterations of the trajectory optimizer is reached.
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Algorithm 2: Informed Hierarchical Physics-Based Planning

Input : x0: Initial state
Output : Û: Feasible control sequence
Parameters : f : Number of physics models in a hierarchy

N : Number of actions in a control sequence
1 UÐ GetInitialCandidateControls px0, Nq
2 tC0, C1, . . . , Cfu Ð GeneratePhysicsModels()

3 iÐ 0, xstart Ð x0, ÛÐ U, Ninit Ð 0, feasibleÐ False
4 while not feasible and i ď f do
5 U˚,X˚

ÐTrajectoryOptimizationpxstart,U, Ciq

6 ÛrNinit : N s Ð U˚, X̂, L̂, feasibleÐIsFeasiblepx0, Û, Cf q

7 if not feasible then

8 Upart, Npart ÐGetFeasiblePartpxstart,U
˚, L̂, Ciq

9 ÛrNinit : Nparts Ð Upart

10 UÐ UrNpart : N s, xstart Ð X̂rNinit `Nparts Ź New opt. problem
11 Ninit Ð Ninit `Npart

12 iÐ i` 1

13 return Û

5 Informed Hierarchical Physics-Based Planning

A control sequence Ui at hierarchical planning stage with Ci may not be feasible
for the original problem using Cf . However, it may yet contain a part of a feasible
solution;

Ui
part “ Uir0 : Nparts, Xi

part “ Xirx0, . . . ,xNpart
s Npart ă N (6)

Once such part of the control sequence is identified, a new trajectory optimiza-
tion problem is defined and solved at the next hierarchical planning stage:

Ui`1
Npart:N

“ arg min
UNpart:N

JpX,Uq, s.t xn`1 “ Ci`1pxn,unq, xNpart is fixed.

(7)

The initial state of this new optimization problem is the final state xNpart
ob-

tained from rolling out Ui
part starting from x0. The new initial candidate control

sequence becomes the remainder of Ui, namely UirNpart : N s with N ´ Npart
actions.

A solution to this new optimization problem is feasible if the objective func-
tion is below a new positive threshold τremain :“ τ ´ JpXi

part,U
i
partq;

ÛNpart:N :“ U | JpX,Uq ď τremain (8)

In this way, useful information about a feasible solution to the original problem
is passed on to the next hierarchical planning stage.

Thus, the informed hierarchical planner uses different physics models to gen-
erate different segments of a feasible solution.
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Feasible part (Stage 1)

Feasible part (Stage 2)Ó

Fig. 2: Informed Hierarchical Physics-Based Planning. Row 1: At hierarchical
planning stage 1, a feasibility check reveals that a coarse plan is not feasible
since the goal object is not in the robot’s hand. However, this plan contains a
feasible part (in red). Row 2: At hierarchical planning stage 2, we start from a
new planning state (fourth column) and use a finer physics model to produce a
feasible solution (in red). Then, we combine feasible parts at stages 1 and 2 to
generate an overall feasible solution.

The algorithm is presented in Alg. 2. Lines 1 - 6 are similar to that of the
hierarchical planner. On line 7, after a hierarchical planning stage, if a feasibility
check fails we use information from the feasibility check, namely the actual cost
sequence L̂ to search for a part of the solution that may be feasible for the
original problem. There are many possible ways to do this. In this paper, we
identify a part of Ui as feasible for the original problem with 2 conditions in the
GetFeasiblePart(.) subroutine. First, we verify that the cost of reaching state
xNpart

is low, i.e. no undesired event occurred e.g. no objects fell off the table.
Therefore, we check:

Npart
ÿ

j“0

L̂rjs ă τ1, 0 ă τ1 ă τ (9)

Second, we verify that starting from xNstart
with an initial candidate of UirNpart :

N s results in an initial cost that is in the neighbourhood of τremain, the cost of
a new feasible trajectory. In this way, further optimization is likely to lead to a
feasible solution. Hence, we check:

N
ÿ

j“Npart

L̂rjs ă τ2, τ2 ą 0 (10)

Thereafter, if such a feasible part exists, a new optimization problem is defined
on line 10 with a new state xstart and initial candidate control sequence.

Fig. 2 shows an example of such informed hierarchical planning. At stage 1
(top row), a feasibility check reveals that a coarse plan is not feasible since the
goal object is not in the robot’s hand. However, this plan contains a feasible
part (in red). At hierarchical planning stage 2 (bottom row), we start from a
new planning state (fourth column) and use a finer physics model to produce a
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feasible solution (in red). Then, we combine feasible parts generated at stages 1
and 2 to generate an overall feasible solution.

6 Generating a Hierarchy of Physics Models

To obtain a hierarchy of physics models we adopt a parallel-in-time integration
framework, specifically the Parareal algorithm. Complete details of the algorithm
can be found in Agboh et al. [3]. Here, we provide a brief summary. The algorithm
requires two physics models - one coarse C0 (cheap to compute but can be
inaccurate) and the other fine Cf (accurate but typically expensive to compute).

The algorithm begins with rough initial guesses of the state xi“0
n , where

the superscript i denotes Parareal iterations. This guess is the refined through
subsequent iterations than combine coarse and fine predictions:

xi`1
n`1 “ C0px

i`1
n ,un, ∆tq ` Cf px

i
n,un, ∆tq ´ C0px

i
n,un, ∆tq (11)

for all timesteps n “ 0, . . . , N´1. The main idea of this parallel-in-time approach
is to simultaneously evaluate the fine physics model in parallel for all n, while
only the cheap coarse model C0 is computed serially. The Parareal algorithm
mathematically gives the exact same prediction as the fine model Cf for i “ N .
Each iteration i of Parareal produces a physics prediction thus giving us physics
model Ci.

We use a general physics engine [24] as the fine physics model Cf . The chal-
lenge now becomes defining a cheap coarse physics model for grasping in clutter.

We propose such a coarse model in Alg.3.
In summary, the coarse model is simple - as the robot moves through clutter,

it assumes objects stick to the robot’s end-effector and move with it. The algo-
rithms takes as input a control input (robot’s joint velocities), a control duration
and an initial state. It returns the corresponding next state. On lines 3 - 7, we
move the robot for a small coarse timestep δt, check penetration between the
robot’s end effector and all other objects (line 5). If any objects are in pene-
tration, we get the penetration depth and a pushing direction (vector between
centers) for each. Then, we simultaneously move them out of penetration (line

Algorithm 3: Coarse Physics Model

Input : Initial state, Control input, ∆t: Control duration
Output : Next state
Parameters : Nc: Number of coarse substeps

1 δt Ð ∆t{Nc

2 attached objects Ð trobotu
3 for Nc steps do
4 Move attached objects with robot’s linear gripper velocity for duration δt
5 Check penetration between attached and unattached objects
6 Move all unattached objects in penetration by penetration depth
7 Add all moved objects to attached objects list

8 return Next state
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Coarse physics prediction

Fine physics prediction

Fig. 3: Coarse and fine physics predictions for a 16 object scene. Top row: Coarse
physics prediction. Bottom row: Fine physics prediction for the same control
sequence and initial state. The coarse model is fast but inaccurate.

6). Since δt is small, object penetrations at each coarse step is also small relative
to the object’s size. Objects moved out of penetration stick to the robot (line 7)
and are moved with the same linear velocity as the robot’s end-effector at the
next coarse timestep (line 4).

The penetration check is the most computationally expensive part of our
coarse model. To speed this process up, we approximate the robot’s end-effector
with a cylinder. In Fig. 3, we show a sample coarse physics prediction along with
the corresponding fine physics prediction (using a physics engine).

7 Trajectory Optimization

In Sec. 3, we defined the trajectory optimization problem. Here, we give details
of the cost function and our approach to solving the optimization problem.

The running cost for grasping in clutter is defined as:

Lpxn,xn`1,un,un`1q “ wx

D
ÿ

j

pxjn`1 ´ xjnq
2 ` wupun`1 ´ unq

2 ` Ledge (12)

The first term penalizes a large state deviation for each dynamic object in the
scene. The second term penalizes a large acceleration for the robot. Ledge is a
constant cost incurred for each object that falls off the table between time steps
n and n` 1. wx and wu are positive constant weights.

The final cost that ensures the goal object ends up inside the gripper is
defined as :

LN pxN q “ d2T ` wφ ¨ φ
2
T (13)

where dT is the distance from a point inside the robot’s gripper to the goal
object, and φT denotes the corresponding orientation. wphi is a positive constant
weight.

We solve the trajectory optimization problem defined in Eq. 2 through stochas-
tic sampling. Such sampling-based optimization approaches has shown impres-
sive performance for physics-based manipulation problems [1, 2, 3]. For com-
pleteness, we provide details of the algorithm in Alg. 4.
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Algorithm 4: Trajectory Optimization

Input : x0: Initial state, U: Candidate controls, C: Physics model
Output : U˚: Optimal control sequence, X˚: Optimal state sequence
Parameters : Imax: Maximum number of traj. opt. iterations

K: Number of noisy trajectory rollouts
ν: Sampling variance vector

1 X,LÐTrajectoryRolloutpx0,U, Cq
2 local minimaÐ False, opt iter Ð 0
3 while not (local minima or opt iter ą Imax) do
4 for k Ð 0 to K ´ 1 do

5 δUk
Ð Np0,νq , Uk

Ð U` δUk

6 Xk,Lk
ÐTrajectoryRolloutpx0,U

k, Cq

7 U˚,L˚,X˚
ÐMinCostTrajpU, tδU0, .., δUK´1

u, tL0, ..,LK´1
u, tX0, ..,XK´1

uq

8 if sumpL˚
q ă sumpLq then

9 UÐ U˚, LÐ L˚, XÐ X˚

10 local minima Ð CheckLocalMinima(), opt iter Ð opt iter ` 1

11 return U˚
Ð U, X˚

Ð X

It takes as input an initial state x0, an initial candidate control sequence U ,
and a physics model C. On line 1, we perform a trajectory rollout, i.e. the result
of applying a control sequence using a physics model at a certain level in the
hierarchy, starting from an initial state. The rollout returns a state sequence X,
and a cost sequence L containing running costs at each step in the sequence and
a final cost at the final state.

On lines 3 to 11, the optimizer iterates until either a local minima or a
maximum number of iterations is reached. On Lines 4-7, we get an update on the
optimal control sequence. We start with the candidate U and add a randomly
sampled noise vector δU giving a total of K samples. These random control
sequence samples are then rolled out using a particular physics model C on line
6 to find a corresponding state and cost sequence. We take a greedy approach
and pick the best candidate out of K samples at each iteration (line 7). We
accept an update only if it results in a lower total cost (line 9).

8 Standard planner

The standard planner calls the trajectory optimization algorithm only once with
the fine physics model Cf and an initial candidate control sequence same as the
other planners. However, since we plan with the fine model, a feasibility check
is done at the end of each trajectory optimization iteration. This planner fails if
either a local minima is reached or the maximum number of iterations is reached
before a feasible solution is found.

9 Experiments and Results

In our experiments, we address two key issues. First, we investigate the hierarchy
of physics models. Our goal here is to see how the accuracy and prediction
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Fig. 4: Left axis – Root mean square (RMS) position trajectory error between
physics model Ci, and the fine model C8 (f=8), averaged over 100 random 12
object scenes. Right axis — Physics trajectory simulation wall-clock time per
physics model, averaged over 100 random 12 object scenes within a 95% confi-
dence interval of the mean. Each trajectory is 1s long. RMS position trajectory
error decreases while simulation time increases linearly from coarse to fine. This
plot is similar for 8 and 16 object scenes.

time of the physics models change as one progresses through the hierarchy from
coarse to fine. Second, we investigate the performance of hierarchical, informed
hierarchical, and standard planning algorithms. We focus on their planning times
and success rates for the task of reaching through clutter.

Our robot is a 9 degrees of freedom (DOF) mobile manipulator - 3 base DOFs
and 6 arm DOFs.

9.1 Hierarchy of physics models

To understand how the accuracy and physics prediction times change across the
hierarchy of physics models, we randomly sample 100 initial states and apply a
random control sequence for each initial state. We do this for 3 object categories:
8, 12, and 16 objects. In total, 300 initial states and random control sequences.

The control duration is ∆t “ 0.125s, each control sequence contains N=8
actions, such that each resulting trajectory is 1s long.

We use the Mujoco[24] physics engine as the fine model. We run it at the
largest possible simulation time-step (1ms) beyond which it becomes unstable
for our model.

We consider a hierarchy of 8 physics models (f=8). Each iteration i of the
Parareal algorithm gives a physics prediction Ci. We compute the root mean
square (RMS) error between the prediction of Ci and that of the fine physics
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Fig. 5: Planning time for grasping in clutter for 3 different object categories,
averaged over 250 random scenes within a 95% confidence interval. In general,
the informed hierarchical planner finds solutions much faster than a standard
planner - up to 10 times faster.

model (Cf/Mujoco) along the 1s state trajectory. In addition, we compute the
physics simulation wall-clock time for each prediction.

Physics prediction error: The prediction error plot is shown in Fig. 4. It is
for the 12 object scenes. The coarse model starts off with a large object position
error at about 10mm. The error monotonically decreases to zero at the fine model
(C8). The trend is similar for the object velocity.

Physics simulation time: The physics simulation time result is also shown
in Fig. 4. We see that the coarse physics prediction is extremely cheap while
the fine model takes about 0.4s wall-clock time to predict a 1s state trajectory.
These results are for the 12 object case but are similar for 8 and 16 object cases.

Overall, the results of physics accuracy and prediction time indicate a good
hierarchy of physics models – prediction error decreases while prediction time
increases monotonically.

9.2 Physics-based manipulation planning

We investigate the performance of our proposed planning algorithms for physics-
based manipulation planning. We focus on the problem of grasping in clutter,
where a robot much reach a target object surrounded by other movable objects.
To this end, we consider 3 object categories - 8, 12, and 16 objects on a flat
table, indicating different difficulty levels.
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(a) Success rates with 45s time limit (b) Success rates with 90s time limit

Fig. 6: Planning success rates for 3 different object categories and 100 random
scenes per object category. Planning time limit is 45 seconds in (a) and 90 seconds
in (b). In general, a hierarchical planning strategy is more successful than a
standard planning approach, especially for difficult scenes of 16 objects. With a
planning time limit, the informed hierarchical planner significantly outperforms
both hierarchical and standard planners.

For each object category, we consider 100 randomly generated scenes. We
use the informed hierarchical planner, the hierarchical planner and the standard
planner in these scenes. For each planner, we record the total planning time and
the planning success rate.

Furthermore, we specify cost weights for the cost function in Eq. 12 and
Eq. 13. Then, we determine the value of τ through experiments. We roll-out
random control sequences with the fine physics model, and record the total cost
and corresponding snapshots of the resulting sequence of states. We visually
inspect the data to determine τ , i.e. where objects don’t fall off, goal object is
in the hand at the final state, and dynamic objects are not displaced too much.

Other constants such as τ1 and τ2 are selected based on τ . We select τ1 “ τ{2,
and τ2 “ 2τ .

Planning time: We show the planning times for each planner in Fig. 5 for each
object category. First, we see that with increasing problem difficulty, the planning
time increases for all planning algorithms. We also observe that a hierarchical
planning strategy in general reduces the overall planning time – for example for
the 16 object case from about 80 seconds on average to about 40 seconds.

The informed hierarchical planner significantly outperforms both hierarchical
and standard planners in terms of planning time. We find that on average, the
informed hierarchical planner reduced the planning time by about 10 times
compared to the standard planner, and by about 3 times compared to the
hierarchical planner across all object categories.

Planning success rates: The hierarchical approach shows impressive planning
times. Here, we investigate the corresponding planning success rates shown in
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(a) Planning iterations (b) Actions in a control sequence

Fig. 7: (a) Total hierarchical planning iterations for 3 object categories, averaged
over 100 random scenes per object category. It also shows the number of itera-
tions used at each hierarchical stage (with each physics model) (b) Number of
actions in a control sequence for each hierarchical planning stage, averaged over
100 random scenes. The number of actions for the informed hierarchical planner
decreases across the hierarchy of physics models, Number of actions in a control
sequence per physics model during hierarchical planning. The informed hierar-
chical planner uses fewer actions as it progresses through the physics hierarchy,
while the hierarchical planner uses a fixed number of actions.

Fig. 6. The Figure shows success rates for the 3 different planners and 3 object
categories. Fig. 6(a) shows success rates for a 45 second time limit while Fig. 6(b)
shows success rate for a 90 second time limit.

On average, the success rates of all algorithms decreased with increasing
problem difficulty. However, a hierarchical planning approach was more success-
ful. With a time limit, the standard planner performs poorly, the hierarchical
planner performs much better, while the informed hierarchical planner is almost
unaffected. It maintains a high success rate in all cases.

Overall, the informed hierarchical planner significantly reduced overall plan-
ning times by about 10 times while maintaining a high success rate.

Planning iterations To understand what goes on at each hierarchical planning
stage, we record the number of trajectory optimization iterations per hierarchical
planning stage, i.e. using each physics model Ci.

We compare the hierarchical and informed hierarchical planners in terms of
total number of iterations used per physics model. The result is shown in Fig. 7.

They show that (i) a hierarchical planning strategy leads to a large number
of iterations for coarse models and then fewer iterations for finer models. (ii) the
combined total number of iterations across all physics models per object category
increases with problem difficulty. (iii) harder planning problems demand more
optimization iterations with finer models.



Fig. 8: Informed hierarchical planning for two real-world cluttered scenes of 16
objects.

Overall, the informed hierarchical planner has a lower total number of itera-
tions. It uses much fewer iterations at later hierarchical planning stages (i.e with
finer models).

9.3 Number of actions in a control sequence:

While the hierarchical planner uses a fixed number of actions (fixed trajectory
length) as it progresses through the hierarchy, the informed hierarchical planner
does not.

The idea is to identify parts of a feasible solution to the original problem at
a hierarchical planning stage, define a new problem with a reduced trajectory
length and start state for the next hierarchical planning stage.

In our experiments, we record the number of actions in a control sequence
at each hierarchical planning stage. The results are shown in Fig. 7b. We see
that the hierarchical planner uses 8 actions throughout, while the informed hi-
erarchical planner reduces the number of actions as it progresses through the
hierarchy.

9.4 Real robot demonstrations

We conduct a limited number of real-robot demonstrations. We use both the
informed hierarchical planner and the standard planner for 3 scenes containing
16 objects. The first scene can be seen in Fig. 1, while the other two scenes can
be seen in Fig. 8. Real-world planning times were similar to the planning times
for simulation experiments.
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